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Abstract  
  
The increasing variety in the retail sector and complexity of the forecasting problems resulted in the need for 
increasingly complex predictive models with difficult parameterization. When demand forecasts for a considerable 
number of items need to be performed, the forecasting process can take several hours or even days, which can be 
detrimental to business operations. This paper addresses this dilemma by presenting a model for forecasting retail 
demand in the health and wellness sector that improves forecast accuracy and balances computational cost and 
performance. The model incorporates classes of predictive methods using individual selection approaches and an 
aggregate selection where the method with the best performance for a population of time series is determined and 
applied. A time series grouping technique was used due to the need to establish forecasts for more than one thousand 
SKUs, each one with demand characterized by an individual time series. Time series' centroids obtained by 
grouping with the DTW (Dynamic Time Warping) method were used to choose the best predictive method to be 
applied in each group. Results of this approach were compared with the help of the CHAID (Chi-square automatic 
interaction detection) algorithm. The selection of the predictive method through the cluster centroids showed a 
reduction in the average forecast error of 16.7% compared to the current model. In addition, the average processing 
cost of the proposed model was only 2.1 seconds per SKU, demonstrating that the selection of the predictive method 
for each cluster through the centroids proved to be an estimate with great application potential.  
  
Keywords  
Demand forecast, Grouping time series, Retail business.  
  
1. Introduction  
In any highly competitive environment, inventory and service levels are always a concern and an important 
competitive factor. In the retail industry, product availability is generally considered an essential indicator of 
quality. Low service levels can result in lost customers and sales, while, on the other hand, excessive inventories 
result in unnecessary costs due to carrying extensive inventories. The main challenge in managing retail inventory 
is balancing replenishment and demand, providing items on the shelf justified by future sales. Therefore, demand 
forecasting is an integral part of inventory management systems. Periodically updated forecasts determine target 
inventory levels and replenishment order sizes needed to reach those levels.  
Predicting with accuracy is a challenging task as the change in demand over time can be affected by many factors 
of a complex nature and modeling. This growing variety and complexity of forecasting problems have resulted in 
the need for predictive models that are increasingly complex and difficult to parameterize. In general, more complex 
models require more data and adjustments to be trained, which leads to a corresponding increase in computational 
cost reflected in time and memory requirements.  
Most organizations involved in inventory management, especially in the retail industry, are faced with making 
decisions for a large number (100's, 1,000's, 10,000's, or 100,000's) of individual items. As a result, many 
companies' complete demand forecasting process can take several hours or even days, disrupting business 
operations. Thus, one of the challenges of forecasting retail sales is to estimate future demand without imposing 
high computational or inferential demands in the forecasting process.  
The study was carried out in a company specialized in the sale of medical, orthopedic, physical conditioning, and 
mobility materials. This company located in southern Brazil has undergone significant expansion over the past 
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decade when its annual sales increased by more than 1,100%. One of the factors responsible for this growth was 
the ecommerce operations, which in 2019 represented around 20% of sales. Rapid organizational growth, however, 
does not usually occur without problems arising. The lack of use of adequate demand forecasting tools to support 
purchases of supplies and replenishment orders in stores caused the company a series of adversities. Among the 
problems reported, excess and lack of products in the stores, delay and cancellation of deliveries in e-commerce, 
and high expenses with human resources in the inventory management have contributed to their business troubles. 
One of the main factors that make it challenging to foresee demand is the large number of individual items sold, 
totaling approximately 9,000 in 2019. Demand forecasts were carried out using a moving average with a fixed time 
window of six months.  
This study aims to propose a retail demand forecasting model that considers the large number of SKUs involved in 
the health and wellness sector, and that is capable to improve forecast accuracy and is balanced in terms of 
computational cost and performance.  
  
2. Literature review  
The literature on demand forecasting has traditionally classified the various methods and tools into two families: 
quantitative and qualitative approaches (Caniato et al. 2011). Quantitative forecasting methods are based on 
mathematical models and use data to make projections. In contrast, qualitative methods are based on expert 
judgment and intuition. In general terms, quantitative methods tend to perform better than qualitative prediction 
(Chu 1998). Quantitative forecasting methods can be subdivided into two groups: causal methods and time series 
methods (Verruck et al. 2009). Time series methods use historical data as a basis for estimating future results. On 
the other hand, causal methods seek to describe demand as a function of environmental variables, such as GDP, 
inflation, climate, and others (Mileski Jr 2007). In the quantitative approach, once the data have been captured for 
the time series to be forecasted, the analyst's next step is to select a forecasting model (Kalekar 2004).  
Forecasting method selection is not a trivial task. According to Browne (2000), a model that will likely be 
considered, will be wrong to some extent. This means that looking for the correct model is looking for an 
impossibility. Also, according to the author, instead of looking for a correct model that does not exist, one should 
look for a model that is a plausible approximation of reality and transmits an adequate view to the decision maker. 
In addition to the theme, Yang and Chang (2020) state that although new methods have been developed, each with 
its advantages and limitations, there is no method to be the "best" in all situations.  
According to Fildes (1989), when forecasts for several time series must be taken, analysts generally try to improve 
accuracy by selecting the most appropriate model from a set of alternatives. The main advantage of this approach 
is the concern with choosing a model from a set of competing models rather than deciding whether a single model 
is good or not. Also, according to the author, an organization can empirically base its selection on either of two 
distinct approaches:  

I. Individual selection. In this case, a time series is analyzed and the model with the best performance for that 
time series is determined. Predictions are made using the selected models for each individual time series.  

II. Aggregate selection. The entire population (or a random sample) is analyzed, the best performing model for 
the population (or sample) determined, and predictions are made using the selected model for that 
population.  

For Fildes and Petropoulos (2015), the first approach is intuitively attractive and can result in substantial gains. 
However, individual selection becomes a complicated problem because forecasters need to balance the potential 
improvements in forecast accuracy and the additional complexity introduced (Kang et al. 2019). In this regard, 
some authors propose the population segmentation into clusters, aiming to identify and group time series with 
similar patterns and, thus, obtain better results in the aggregate selection (Maharaj 2000; van Wijk and van Selow 
1999). This strategy assumes that the best model for a given time series has a high probability of being a good 
model for other similar series since they have similar demand profiles.  
  
2.1 Time series patterns  
As described by Falk et al. (2006), time series can be defined as a sequence of observations that are organized 
according to the chronological order of their outcome. Time series forecasting methods assume that a time series 
is a combination of a pattern and some random error. The goal is to isolate the underlying patterns and quantify the 
extent to which each component influences the shape of the observed data (Kalekar 2004). If one or more individual 
components of a time series are isolated and identified, a forecast can project the underlying pattern into the future 
(Dagum and Bianconcini 2016).  
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Traditionally five types of patterns can be distinguished in a time series (Makridakis et al. 1998): 1) Horizontal – 
occurs when data values fluctuate horizontally around a constant mean. A product whose sales do not increase or 
decrease over time would be this type; 2) Trend – it is when there is a long-term increase or decrease in the data. 
Such behavior does not need to be linear; 3) Seasonal - Occurs when a time series is affected by seasonal factors 
(for example, the quarter of the year, the month, or the day of the week). Seasonality is always of a fixed and known 
frequency; 4) Cyclic - It exists when the data exhibits cyclical rises and falls that are not of a fixed period. The 
duration of these fluctuations is generally longer than seasonality; 5) Randomness - It occurs when the time series 
presents short-term fluctuations that are neither systematic nor predictable.  
Identifying patterns in time series is the crucial factor whenever you want to predict future values. An effective 
time series model must be flexible and capture the main characteristics without imposing hefty computational or 
inferential loads (Cordeiro and Neves 2012).  
  
2.2 Time series forecasting methods  
In this work, four time series forecasting methods – Exponential smoothing, ARIMA, SARIMA, and Recurrent 
Neural Network (RNN) were applied in individual and aggregate selection. The performance of these methods is 
compared to identify the one that provides better results in minimizing the forecast error.   
  
Exponential smoothing - Exponential smoothing methods comprise a family of forecasting models that use 
weighted averages from previous observations to predict new values. An exponential smoothing method assigns 
exponentially decreasing weights as the observation ages, being one of the most widely used forecasting methods 
(Ostertagová and Ostertag 2012). The most important reason for the popularity of exponential smoothing is the 
surprising accuracy that can be achieved with minimal effort in identifying the model (Gardner 1985). A wide range 
of models underlying exponential smoothing has been proposed regarding the way to model trend and seasonality 
(Gardner 2006).  
  
ARIMA/SARIMA - The autoregressive integrated moving average (ARIMA) model, introduced by Box and 
Jenkins in 1970, generalizes the autoregressive moving average (ARMA). According to Al-Shiab (2006), unlike 
regression models, in which 𝑘𝑘 explanatory variables explain 𝑦𝑦𝑡𝑡, the Box-Jenkins methodology allows 𝑦𝑦𝑡𝑡 to be 
explained by past or lagged values of y and stochastic error terms. The autoregressive part of ARIMA indicates 
that the evolving variable of interest is linearly regressed on its own lagged values, that is, it uses its lags as 
predictors. The moving average part indicates that the regression error is a linear combination of error terms whose 
values occurred simultaneously and at various times in the past (Bakar and Rosbi 2017). Non-seasonal ARIMA 
models are usually denoted 𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴 (𝑝𝑝, 𝑑𝑑, 𝑞𝑞), where the parameters 𝑝𝑝, 𝑑𝑑 and 𝑞𝑞 are non-negative integers, 𝑝𝑝 is the 
order (number of time lags) of the autoregressive model, 𝑑𝑑 is the degree of differentiation (the number of times the 
data have past values subtracted), and 𝑞𝑞 is the order of the moving average model. The ARIMA model used to 
accommodate a seasonality is called Seasonal ARIMA (SARIMA). The SARIMA model is denoted as 
SARIMA(p,d,q)(P,D,Q)m, where 𝑝𝑝, 𝑑𝑑 and 𝑞𝑞 denote as non-seasonal orders and 𝑃𝑃, 𝐷𝐷 and 𝑄𝑄 select how seasonal 
orders are processed. All these parameters are non-negative integers and the subscript '𝑚𝑚' represents the length of 
the seasonal period. The SARIMA model's theory and its equations are best addressed in Brockwell and Davis 
(1991).  
  
Recurrent neural networks - The recurrent neural network (RNN) is like the feed-forward neural network, with the 
main difference being the occurrence of loops due to feedback references (Gençay and Liu 1997). It can also be 
defined as a network where a connection between nodes forms a directed graph. This allows to exhibit dynamic 
temporal behavior. According to Jain et al. (1996), feed-forward networks are memoryless in the sense that their 
response to an input is independent of the state of the previous network. On the other hand, recurrent networks can 
respond to the same input pattern differently at different times, depending on the patterns that were previously 
called inputs (Dematos et al. 1996). Thus, the sequence of patterns is as important as the input pattern itself. 
According to Kim (2020), a recurrent neural network is known as a naturally compatible neural network type for 
time series data since these data may have autocorrelation or time dependence.  
  
2.3 Time series clustering  
Clustering is a data mining technique where similar data is placed into related or homogeneous groups without 
advanced knowledge of group definitions. Time series clustering is a procedure that aims to split time series data 

Proceedings of the International Conference on Industrial Engineering and Operations Management 
Monterrey, Mexico, November 3-5, 2021

© IEOM Society International 3079



into groups based on similarity or distance, so that the time series in the same cluster are similar (Li et al. 2020). 
According to Maharaj (2000), one of the benefits of grouping time series is that instead of forecasting each of the 
time series provided, the forecast can be performed on a representative of each group. This strategy is especially 
useful if it is desirable to predict the future behavior of a large number of time series. Grouping different time series 
into similar groups is a challenging task because each data point is an ordered sequence. In the k-means algorithm, 
the traditional distance metrics used are not based on time series. However, motivated by this observation, several 
advanced methods have been proposed to measure the distances between different series.  
Dynamic Time Synchronization (DTW) is the best-known technique to assess similarity/dissimilarity of time series 
with their profile information. (Izakian et al. 2015). According to Müller (2007), the DTW determines an optimal 
combination between two time series in calculating their differences using time series stretching and compression. 
Still, according to the author, in this technique, every point coming from the first time series is compared to any 
arbitrary point from the second time series. As a result, time series with similar patterns occurring in different 
periods are considered similar. Figure 1 illustrates the outcome composed of DTW.  
According to Sakoe and Chiba (1978), given the series X = (x₀, ..., xₙ) and the series Y = (y₀, ..., yₘ), the DTW 
distance from X to Y is formulated as the following optimization problem:  
 𝐷𝐷𝐷𝐷𝐷𝐷 = 𝑚𝑚𝑚𝑚𝑚𝑚  𝑑𝑑(𝑥𝑥 , 𝑦𝑦 )  

( , )∈ 
Where 𝑑𝑑(𝑥𝑥𝑚𝑚, 𝑦𝑦𝑚𝑚) is a measure of the difference between 𝑥𝑥𝑚𝑚 and 𝑦𝑦𝑚𝑚 (for example: 𝑑𝑑(𝑥𝑥𝑚𝑚, 𝑦𝑦𝑚𝑚) = |𝑥𝑥𝑚𝑚 − 𝑦𝑦𝑚𝑚|) and 𝜋𝜋 = [𝜋𝜋0, …, 
𝜋𝜋𝐾𝐾] is the defined path list of even indexes 𝜋𝜋𝑘𝑘 = (𝑚𝑚𝑘𝑘,𝑗𝑗𝑘𝑘).  

  
Figure 1. Time alignment of two time-dependent sequences. Aligned points are 

indicated by the arrows (Müller 2007).  
  

DTW is calculated as the square root of the sum of squares of the distances between each element on X and its 
nearest point on Y. It is important to note that DTW(X,Y)≠DTW(Y,X). According to Jang et al. (2011), the k-
means clustering algorithm can be applied to time series using the DTW distance. Also according to the authors, 
as a result, the centroids have an average shape that mimics the shape of the cluster members, regardless of where 
temporal changes occur between the members.  
  
2.4 Time series forecasting steps  
A forecasting task usually involves five basic steps:   
  

1) Defining the problem - Defining the problem requires an understanding of how the forecasts will be used, 
who requires them, the nature of the items to be forecast, the level of aggregation needed, the forecast horizon, 
among other factors. This step can be accomplished through surveys and interviews with forecasting 
stakeholders (Hyndman and Athanasopoulos 2018).  

2) Collecting data - Collecting data information involves identifying what data is needed and what is available. 
At this stage, the forecaster generally performs the following tasks: Extraction of appropriate data from the 
source system; Modifications, appropriate corrections, etc; Treatment of missing and/or extreme values; and 
data loading at final destination (Mentzas et al. 1995).  

3) Preliminary analysis (or exploratory analysis) - Preliminary analysis, or exploratory analysis, is an approach 
to analyzing sets and summarize their main characteristics, often using graphs and templates, statistics 
(Samadi et al. 2013). This step is highly recommended in the prediction literature, as it allows the detection 
of characteristics specific to the time series: trend, seasonality, cyclical components, degree of irregularity and 
stability of variance (Mentzas et al. 1995).  

4) Selection of forecast approach - The information provided by the first and third steps is used to specify the 
family of forecasting methods. Several time series forecasting methods are available in the literature, such as 
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the moving average method, regression models, exponential smoothing, Box-Jenkins ARIMA models, 
hierarchical forecasting, neural networks, among others. Each model is an artificial construction based on a 
set of assumptions (explicit and implicit) and usually involves one or more parameters that must be estimated 
(Hyndman and Athanasopoulos 2018).  

5) Application and evaluation of forecasts - Once one or more models have been specified and their estimated 
parameters, it is possible to make predictions for a given series. Selection of the best predictive method can 
be based on either of two distinct approaches: individual selection or aggregate selection (Fildes 1989). All 
predictive methods are tested in each series in the individual selection, and the best model is chosen 
individually. In aggregate selection, the entire population (or a random sample) is analyzed, and the best-
performing model for the population as a whole is determined. The first approach is intuitively appealing and 
can result in substantial gains. However, individual selection can present a high computational cost when there 
is a need to forecast a large number of series (Fildes and Petropoulos 2015). Complementarily, some authors 
propose the segmentation of the population into clusters, aiming to identify and group time series with similar 
patterns and, in this way, obtain better results in the aggregate selection (Maharaj, 2000; van Wijk and van 
Selow 1999). The choice of the best predictive method can be based on the forecast error. For this, it is 
common practice to reserve part of the end of each series for testing and use the rest of the series for training 
(Bergmeir and Benítez 2012). Forecast error can be defined as the deviation of actual demand from forecast 
demand (Fildes and Kingsman 2011). Different measures can be used to aggregate the error, such as mean 
absolute error, mean absolute percentage error, mean squared error.  

  
Finally, a commonly additional step applied in forecasting and inventory management tasks is the ABC 
classification of items. According to Pareto's principle, this classificatory method assumes that a small number of 
items account for a large share of the billing volume, an intermediate category of moderately billed items, and a 
large number of low billing or used items. This ranking process provides a framework for defining different policies 
for forecast items based on their importance. For example, predictive methods can be restricted to be tested on 
products of a lesser extent and, thus, reduce computational costs.  
  
3. Methods  
This study comprises an applied, quantitative and exploratory research. It can be characterized as a case study, 
carried out in five main stages:   

1) Defining the problem - The definition of the problem, from which the main objective of the research was 
drawn, took place through interviews with the company's stakeholders to understand the forecasting model's 
requirements to be developed.  

2) Collecting data - After reviewing the relevant literature, the necessary information for the development and 
testing of the model to be proposed was collected. Data relating to the company's sales history were extracted 
and made the necessary corrections and appropriate treatments to carry out the subsequent steps.  

3) Preliminary analysis - The ABC classification of the products was performed, through which the group of 
SKUs to be prioritized in this study was defined. The k-Means algorithm with the DTW metric was applied 
in the time series grouping step to form clusters of items classified as “A”. In this technique, the centers of 
each cluster in the k-Means algorithm are calculated as barycenters to DTW and, therefore, allow recovering 
an average shape that imitates the shape of the cluster members, regardless of temporal displacements. This 
information can be of great value in selecting the forecasting method.  

4) Selection of forecast approach - Python programming language and pre-existing function packages in its 
libraries were used to develop a computational program to choose and implement the predictive methods. 
Exponential smoothing, ARIMA, SARIMA, and Recurrent Neural Network were implemented for both 
approaches: individual selection and aggregate selection. Tests and comparisons for the set of time series of 
interest were performed. The choice of the best approach must consider the trade-off “computational cost” vs. 
“weighted predictive accuracy” as a need for those who will use the forecasts. Based on the results obtained, 
the selection approach is defined, and the final forecast model is proposed. The NRMSE metric was used to 
aggregate the forecast error. Figure 2 shows the flowchart of the proposed forecast model.  

5) Application and evaluation of forecasts - The retailer is currently using the six-month fixed time window 
moving average technique to project forecasts for all SKUs. As for the choice of hyperparameters, two distinct 
approaches were adopted. In the first one, the hyperparameters chosen for the centroid of all the time series 
of that cluster are adopted. The advantage of this approach is that it is not necessary to search for the best 
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hyperparameters individually, saving computational effort. In the second approach, the individual 
optimization  
of hyperparameters is performed, resulting in gains in prediction accuracy. To decide on the use or not of the 
selected hyperparameters for the centroid in other time series of each cluster, an analysis was carried out 
concerning the computational costs per step obtained in the selection. From the results of the individual 
selection, a regression tree model was developed using the CHi-squared Automatic Interaction Detector 
(CHAID) method in which the target variable is NRMSE, and the categorical explanatory variables are the 
applied predictive methods and the cluster of each SKU.  

  
  

Figure 2. Proposed forecast model flowchart.  
  

4. Data Collection  
The health and wellness retailer employs a single, integrated information system across all operating units. For the 
development of this study, the complete history of 50 months of sales was extracted, covering the period from 
January 2016 to February 2020. After the extraction, the data were compiled and standardized, forming a basis for 
the study. It should be noted that lost sales in the records (due to lack of stock, for example) were not included 
because inconsistencies were found in their data.  
The data show that, from January 2016 to February 2020, 14,816 different items were sold in approximately 1.085 
million contracts billed by the retailer. All products are categorized into 477 product families.   
Despite accounting for almost 15 thousand items sold in the period, the volume of products of interest is reduced 
to 5,960 when not considering those currently discontinued and those purchased only under customer order. 
According to the commonly applied rule, the ABC classification of the items is that Classes A, B, and C contain 
approximately 20%, 30%, and 50% of all SKUs, respectively, grouped in descending order by share of total 
revenue, as shown in Figure 3.   
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Figure 3. Result of the ABC classification.  

Based on the results, it appears that the 1,193 products belonging to classification A together represent 83% of total 
sales. The 1,788 items belonging to classification B represent about 13% of revenue. In turn, the 2,979 products 
belonging to the C classification add up to the remaining 4% of total sales. This study will be limited only to 
products rated A, as they are the most significant for revenue. 
  
5. Results and Discussion  
The clustering of time series, forming clusters of time series with similar shapes, was the first step of the preliminary 
analysis. The purpose of clustering time series is to assist the method of aggregate selection of predictive models, 
given that individual selection can present a high computational cost. K-means algorithm was used to form clusters 
with the DTW metric measuring similarity between the time series of items classified as "A". Before clustering, 
time- series were normalized, mapping them in the interval [0,1] through the Min-Max normalization method. So, 
the sales scale of the products will not interfere with the clustering results.  
The ideal number of clusters was obtained through visual inspection of the k-SSE curve (elbow method). SSE is 
defined as the sum of the squared distance between each cluster's member and its centroid. For k=10, the sum of 
squares of the error within the clusters was approximately 40% smaller than the option of two clusters, thus ensuring 
greater unity of the groups formed. In this technique, the centroids of each cluster, or barycenters, are calculated 
with DTW. A barycenter is the average sequence of a group of time series in DTW space. As a result, the centroids 
have an average shape that mimics cluster members' shape, regardless of where temporal changes occur. The time 
series of the centroids of each cluster are shown in Figure 4. After the grouping step of the time series of items type 
A was completed, the forecast method families' definition has been performed A technique called Grid Search was 
used to determine the best results for a given time series, where all combinations of parameters are tested, and the 
one with the minor forecast error is returned.  
The model used in each cluster can be defined as the one with the smallest forecast error in the time series for each 
centroid. For this, the set of predictive methods was applied in each centroid, and the last six months of data were 
adopted as test period. The NRMSE metric was used to aggregate the error. Table 1 shows the first and second 
family of predictive methods with lower NRMSE in each centroid, as well as the respective NRMSEs obtained.  

Table 1. First and second family of predictive methods with lower NRMSE in each centroid.  
Cluster 
centroid  

Rank 1 - Method 
family  

NRMSE  
Rank 1  

Rank 1 - Method 
family  

NRMSE  
Rank 2  

1  Exp. Smoothing  15.2%  RNN   16.8%  
2  Exp. Smoothing  12.1%  ARIMA   12.2%  
3  ARIMA  13.7%  Exp. Smoothing  14.4%  
4  Exp. Smoothing  9.7%  RNN  13.1%  
5  Exp. Smoothing  6.7%  ARIMA  8.2%  
6  Exp. Smoothing  16.3%  RNN  18.8%  
7  RNN  24.4%  Exp. Smoothing  25.1%  
8  Exp. Smoothing  13.7%  RNN  16.0%  
9  Exp. Smoothing  52.3%  ARIMA  69.2%  
10  Exp. Smoothing  12.8%  RNN  13.4%  

Since all predictive methods must be tested over all time series of interest in the individual selection method, the 
computer program developed in the previous step was used to design predictions for all 1,193 SKUs classified as 
“A”. The choice of the best predictive method in each series was based on the minor forecast error. Then, in order 
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to measure the average forecast error obtained in all 1,193 time series, it was necessary to normalize the individual 
errors so that the scale of the units does not interfere with the analysis. For this purpose, the last six months of data 
were adopted as the test period, and the RMSE was used as an error metric. For that, the NRMSE metric can be 
used to divide the RMSE by the mean value of the test data set.  

 
Figure 4 - Normalized time series of the centroids for each cluster.  

  
Average computational performance and prediction accuracy results from the application of individual and 
aggregate selection are shown in Table 2. One can observe the visibly superior computational performance of the 
aggregate selection method while the individual selection method is clearly superior in prediction accuracy.  
Choosing the predictive method to be applied to each cluster is a critical step in aggregate selection. Therefore, it 
is desirable to obtain an estimate of the assertiveness of this choice.  
From the results of the individual selection, a regression tree model was developed in which the target variable is 
the NRMSE and the categorical explanatory variables are the families of applied predictive methods and the 
respective cluster of each SKU. Figure 5 shows the result of this regression tree obtained by the CHAID method. 
Based on the decision tree, it appears that for clusters 1, 2, 4, 5, 6, 8, 9, and 10, exponential smoothing is part of 
the set of predictive methods that provides the lowest average NRMSE for those clusters. Therefore, the methods 
with more minor errors in the centroid time series are in accordance with those with more minor errors presented 
in the regression tree for these clusters.  

Table 2. Performance achieved with individual and aggregate selection.  
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Metrics  Individual Selection  Aggregate Selection  
Total computational cost  74,709 sec (20h45min)  2,493 sec (41min33s)  
Average computational cost per SKU  62.6 sec  2.09 sec  
NRMSE average  43.1%  52.6%  
NRMSE standard deviation  26.8%  36.6%  
Lower NRMSE  0.00%  0.0%  
25th percentile  24.4%  29.0%  
50th percentile  37.8%  43.0%  
75th percentile  55.7%  64.9%  
Highest NRMSE  321.6%  334.2%  

  
Similarly, the RNN is also part of the set of methods that provides the lowest mean NRMSE for cluster 7. For 
cluster 3, however, ARIMA was the method chosen by the centroid of the time series, while the lowest mean 
NRMSE for this cluster was obtained using the RNNs or exponential smoothing. In Figure 4 can also be observed 
that the use of the ARIMA model will result in an average increase of 8.3% in the forecast error of the cluster 3 
series.  
In addition to analyzing the means displayed in the regression tree, it is important to examine the variances in the 
leaves. It is observed that in the case of clusters 5, 7, 9, 8, and 10, even in the sheet with the lowest mean of NRMSE, 
the forecast error variance is significantly high compared to the average. This indicates that the observed values 
tend to be far from this mean value. On the other hand, in leaves with lower mean error for the other clusters, it is 
noticed that the variance is relatively low, which means that the errors tend to be more concentrated around the 
mean.  
  

 
Figure 5. NRMSE regression tree as a function of predictive method families and SKU clusters using individual selection.  
  
Despite the discordant result in cluster 3, it can be considered that, in general, the predictive methods with less 
errors in the centroid time series provide a fair estimate of the predictive methods that present more minor errors 
for that cluster. Thus, this approach demonstrates great application potential, considering that the computational 
cost in this technique is minimal. To estimate the accuracy gain arising from the application of the proposed model 
is necessary to compare its tools with the model of moving average currently adopted in the company under study. 
The company is presently using the technique with a six-month fixed time window to support their purchasing 
decisions to predict demand for all SKUs. Based on the data presented in Table 3, the average NRMSE obtained 
with the proposed forecast model is 16.7% lower compared to the technique of moving averages. It is also verified 
that the maximum NRMSE and the standard deviation of the obtained NRMSE are considerably smaller in the 
proposed model compared to the company's current technique. Figure 6 compares the average NRMSE predicted 
in the proposed forecast model and the moving averages per cluster, currently adopted by the company.  

Table 3. Descriptive statistics of NRMSE obtained with the proposed model vs. the current method.  
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Descriptive Statistic  Proposed Model (%)  Moving Average (%)  

Average  52.6  69.3  
Standard deviation  36.6  86.5  

Lower value  0.00  7.7  
25th percentile  29.0  35.3  
50th percentile  43.0  51.6  
75th percentile  64.9  81.3  
Highest value  334.2  2122.4  

 Figure 
6. Average NRMSE obtained in each cluster in the proposed model vs. current method.  
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6. Conclusions  
The present work aimed to develop a retail demand forecasting model for the health and wellness sector that would 
improve prediction accuracy and be balanced in terms of computational cost and performance. Compared to the 
technique currently adopted, the proposed model was able to reduce the average forecast error by 16.7% when 
using the NRMSE metric. That said, it can be assumed that the developed model can increase the company's 
forecast accuracy. Furthermore, the average processing cost of the proposed model was only 2.09 seconds per SKU.  
Using the k-means algorithm with the DTW metric to form groups of products with similar historical behavior 
allowed to recover an average shape that mimics the shape of the cluster members. A computational cost 96.7% 
lower was obtained in the aggregate selection than in the individual, representing a significant saving of processing 
time. On the other hand, there was an increase of 9.5% in the average of the NRMSE. Despite the slight increase 
in the forecast error, the aggregate selection method was selected in the proposed model given the reduction in the 
computational cost. The results showed considerable reductions in the forecast error arising from the application 
of the proposed model. Thus, it can be considered that it is balanced in terms of computational cost and 
performance. Finally, it can be considered that, in general, a combination of time series clustering techniques with 
the aggregate selection approach allowed expressive reductions in computational cost without excessively 
increasing forecast error.  
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